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Abstract

Metrics available to practitioners for determining the security of
open-source software packages often overlook potential security
issues, such as latent vulnerabilities, that may arise in the package’s
dependencies. However, security risks in the dependencies of a
package can still increase the risk to the package itself. The goal
of this work is to aid developers and software architects in making
good component choices by analyzing the relevance and utility of
security measures of the entire dependency tree associated with a
package. We propose a set of approaches for aggregating security
measures from OpenSSF Scorecard that include information from
the dependency tree of a package (aggregate scores). We evaluated
the aggregate scores in two ways. For one, we performed statistical
analysis on packages in the Go ecosystem. We determined the effect
size of aggregation and assessed whether aggregation influences
the measure’s relationship with vulnerability count, a common
security risk measure. The other evaluation was a survey to see if
practitioners would prefer metrics that are aggregated compared
to metrics that focus only on the root package. Our results indicate
that for some security risk measures, such as the number of Binary
Artifacts in a package, aggregation has a negligible statistical ef-
fect. However, for the same Binary Artifacts measure, most survey
participants preferred to have aggregate scores. In contrast, most
respondents were less concerned about whether maintainers of
the package’s dependencies performed Code Review, as long as
maintainers performed Code Review on the root package.

CCS Concepts

« Security and privacy — Software and application security;
Software and its engineering — Software libraries and repos-
itories.
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1 Introduction

Factors such as the presence of vulnerabilities and whether a pack-
age is actively maintained can inform practitioners’ decisions to
include open-source components in their software [1, 2, 7, 21, 24,
26, 27, 39, 41]. One tool designed to help practitioners make these
decisions is the Open Source Security Foundation (OpenSSF) Score-
card [29]. OpenSSF Scorecard automatically collects a set of 18 secu-
rity risk measures covering common attributes highlighted in prior
work [24, 39], such as whether the package is maintained. However,
many of the measures are based on the package itself, with limited
information about the package’s dependencies. Risks in a package’s
dependencies, such as the presence of security vulnerabilities, may
pose a risk to the package itself [22, 44, 45].

Assessing risk may require practitioners to review the entire
dependency tree of a package. Zerouali et al. [44] found that 15.7%
of the software packages in the NodeJS Package Manager (npm)
are exposed to security vulnerabilities in their direct dependencies,
i.e., dependencies the package explicitly referenced. However, they
found that 36.5% of npm packages are exposed to vulnerabilities
indirectly via transitive dependencies. Transitive, also known as
indirect, dependencies, are not directly referenced but may be used
by a package because they are referenced by other dependencies.

The goal of this work is to aid developers and software ar-
chitects in making good component choices by analyzing the
relevance and utility of security measures of the entire depen-
dency tree associated with a package.

First, we performed a set of preliminary interviews to help us de-
velop ways to aggregate security measures taken from all software
in a package’s dependency tree. Then, the main part of our re-
search is split into two parts. For one, we perform a large-scale data
analysis of packages in the Go ecosystem to answer the following
research questions:

e RQ1: Difference: What is the difference between the root package
score and the aggregate score?

o RQ2: Vulnerabilities: How does the aggregate score change the
relationship between security metrics and vulnerabilities?
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We selected Go as the target ecosystem because the packages are
easily mapped to source repositories since the package name should
indicate the source [6]. Although understudied in the academic lit-
erature, Go is used by well-known organizations including Google,
Microsoft, Capital One, American Express, Uber, and Netflix [15].
The other part of our study is a survey of practitioners, to address
the following research question:

o RQ3: Practitioners: What approaches do practitioners recommend
for aggregating measures across a component’s dependency tree?

We found that some measures, such as the assessment of whether
package maintainers were performing Code Review, did not seem
to benefit from aggregation. Others, such as the security of GitHub
Branch Protection policies, may benefit from using a score that
aggregates information from across the package’s dependency tree.
The contributions of this work are as follows:

e a comparison of the original security scores for the root package
component against aggregate scores (RQ1 and RQ2)

e asurvey of practitioners to understand whether they recommend
the original root package score or an aggregate score (RQ3)

e a dataset of security vulnerabilities and dependency trees for the

Go ecosystem (developed for our evaluation of RQ1 and RQ2)
Our data and other study materials can be accessed online at [3].

2 Measures from OpenSSF Scorecard

OpenSSF Scorecard is a static analysis tool that examines available
data, such as source code and GitHub Workflows scripts, to produce
a set of security-related measures. Currently, OpenSSF Scorecard is
only able to analyze packages whose source repository is hosted
on GitHub or GitLab [29]. In this research, we focus on GitHub
repositories since only two of the 14 checks examined in this study
are fully supported for GitLab repositories[30]. The Scorecard tool
can be run by anyone with access to the source code repository
of a package. The tool is also run bi-weekly on commonly used
packages to populate a Google BigQuery database [29]. OpenSSF
Scorecard is one of the technical initiatives promoted by The Open
Source Security Foundation (OpenSSF) [28]. Members of OpenSSF
include GitHub, IBM, and Google.

2.1 The Measures (Checks)

The measures assessed by OpenSSF Scorecard are referred to as
‘checks’. Each Scorecard check has a risk level, ‘low’, ‘medium’,
‘high’, or ‘critical’. We remove low-level risks from our analysis
based on input from OpenSSF Scorecard and feedback from prac-
titioners in the Preliminary Interviews, which are discussed in
Section 3. The 14 checks with a risk level of ‘medium’ or higher are
shown in Table 1.

The Name and Description of each check are shown in the first
two columns of Table 1. The Name of the check indicates the concept
that the check attempts to capture. The Description in column 2 of
Table 1 is copied from the OpenSSF Scorecard documentation [29].

The third and fourth columns of Table 1 provide information
on the implementation of each check. Additional details on how
each check is computed are available in the Scorecard documenta-
tion [31]. In the third column of Table 1, we include the Constituent
Elements of the package repository that are being assessed. For
example, points for the Security Policy check are based on static
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analysis of the SECURITY.md file. In the fourth column of Table 1,
we indicate the Standardization (Stand.) approach used for each
check to convert the measures of the constituent elements into
a score between 1 and 10. As we will discuss in Section 2.2, the
standardization approach may influence measure aggregation. The
standardization approaches can be grouped into four types:

Deduction (D) Deduction standardization approaches deduct con-
stituent elements, such as the # Vulnerabilities in the Vulner-
abilities check, from the maximum score (10).

Binary (B) Binary standardization approaches are those that pro-
duce a binary output (either 0 or 10).

Points-Based (Pt) In Points-Based standardization, the package
is awarded points based on measurements taken of the con-
stituent elements. For example, in the Security Policy check, 6
points are awarded for a vulnerability reporting mechanism.

Proportional (Pr) Proportional standardization approaches deter-
mine the actual output of the constituent elements, divide it
by the expected (minimum) output, and multiply by 10.

If the calculations result in a score greater than 10 or lower than
0, the score is standardized to 10 or 0, respectively. Checks may
apply different approaches on a case-by-case basis. For example,
the SAST check uses binary standardization to capture the use of
the Sonar tool, and proportional standardization to capture other
tools.

Invalid Scores. There are instances when the Scorecard tool
cannot produce a result, and the tool indicates that a particular
check’s score is invalid. In these cases, the tool outputs “—1” rather
than a score. The reasons a result cannot be produced vary based
on the mechanisms used by the check. For example, the metadata
used to analyze the Branch Protection check may not be publicly
available if a repository’s owners set their permissions to block
this information. If the repository owners block public access to
Branch Protection information and the tool is run by the repository
administrator, the Branch Protection check may produce a result.
However, in this same example, if the tool is run publicly, the Branch
Protection check returns an error and an invalid score.

2.2 Existing Aggregation for Vulnerabilities

One check, the Vulnerabilities check, is already aggregated across
the dependency tree [32]. As shown in Table 1, the score of the
Vulnerabilities check is standardized by subtracting the number of
vulnerabilities from 10 (Deduction). To aggregate the Vulnerabilities
check across the dependency tree, OpenSSF collects the # Vulnera-
bilities from the entire dependency tree instead of only from the
base component. Hence, this aggregation method depends on the
original Standardization.

3 Preliminary Interviews

We performed a set of semi-structured interviews to provide suffi-
cient background for our research. At the time of the interviews, we
were only aware of 2 papers on OpenSSF scorecard, discussed in the
Related Work (Section 9). The lack of literature precluded literature-
based initial stages, such as a formal Systematic Literature Review.
Given this lack of information, we considered it important to get
perspectives from current industry practitioners before making
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Table 1: Scorecard Checks

Name Description from https:// securityscorecards.dev Constituent Elements Stand.
Binary Artifacts “Is the project free of checked-in binaries?” Binaries in source code D
Branch Protection “Does the project use GitHub Branch Protection?” GitHub Settings Pt
Code Review “Does the project require code review before code is merged?” GitHub Commit & related metadata Pr
Dangerous Workflow  “Does the project avoid dangerous coding patterns in GitHub Actions?” | GitHub Actions & Workflows B
g;ﬁi?ed?sa “Does the project use tools to help update its dependencies?” GitHub Apps & Workflows B
Fuzzing “Does the project use fuzzing tools?” OSS_FH.ZZ RIS Bl (I HTG e B
ated with fuzzers
Maintained “Is the project maintained?” Archived Status, Commits & Comments Pr&B
Dl “]?oes the pr'oje.ct b1;1ild and publish official packages from CI/CD, e.g., GitHub Actions & Workflows B
GitHub Publishing?

Pinned Dependencies  “Does the project declare and pin dependencies?” Dockerfiles, scripts, & GitHub Workflows Pr
SAST “Does the project use static analysis tools?” GitHub Apps and/or GitHub workflows Pr&B
Security Policy “Does the project contain a security policy?” SECURITY.md file location and contents Pt
Signed Releases “Does the project cryptographically sign releases?” Filenames of “release assets” on GitHub Pr
Token Permissions “Does the project declare GitHub workflow tokens as read-only?” GitHub workflow yaml files D
Vulnerabilities “Does the project have unfixed vulnerabilities?” Vulnerabilities from OSV Scanner D

assumptions about the topic. In Section 3.1 we describe the inter-
view process, while in Section 3.2 we describe findings from the
interviews that shaped our analysis. Our interview process follows
our IRB protocol, as we discuss in Section 11.

3.1 Interview Process

Each interview began with a series of background questions, in-
cluding “What is your experience in working <in/with> security?”
and “How are decisions made about whether to add a particular
dependency to a project at your organization?” to help us inter-
pret participant responses. We then proceeded to the technical
questions.

In each interview, we use an example package and its dependency
tree, such as the one in Figure 1. Where possible, this tree was
selected because it was a dependency of software the practitioner
was familiar with. All technical questions were asked in the context
of this dependency tree, and hypothetical scores were shown for
each of the packages of the dependency tree, as can be seen in the
example in Figure 1. Figure 1 illustrates Code Review scores.

Code-Review

github.com/bombsimon/logrusriv2 )

(" gtubeomy N /7 gitubeom
. gologdlogr /  \__ sirupsenliogrus _/

7 gitubcom/ ( gitwboom
\_ stretetgiobix

C github.com/ N (
N davecg?go—spew / N\

github.com/ N
pmezardjgo-diffi _/

Figure 1: Example Dependency Tree from Interviews with
Original Scores

We would go through as many of the checks as we could within
the one-hour timeframe, starting with the Vulnerabilities check. For
each check, we asked the following questions:

(1) Are some of the scores more concerning than others? If so,
why? What factors (e.g., size of the dependency, depth of the
dependency) would be needed to make this determination?

(2) If you are determining whether to include <package name>,
how should information from this entire dependency tree be
aggregated? Should the scores be averaged? Should the min-
imum score be taken? Should the maximum score be taken?
Should a different approach be used?

We start with the Vulnerabilities check because vulnerabilities
are commonly associated with security risk [22, 45]. Additionally,
the Vulnerabilities check is already aggregated, allowing us to use
this check to illustrate our goal. The aggregation also meant that
the second question for the Vulnerabilities check was replaced with:

(2) How do you feel about this aggregation approach? If you are
determining whether to include <package name>, should a
different approach be used (e.g., should the total vulnerabilities
be subtracted from 10)?

Participants: Overall, we interviewed seven participants, se-
lected based on convenience. All of the participants had profes-
sional, industry experience in software development or security;
and six participants had experience with open source software de-
velopment. Of these participants, three had experience in Go and
were therefore able to participate in our later survey, as we discuss
in Section 6.2.3.

3.2 Findings

The following findings were each discussed in at least three of
the interviews. The first four findings influenced our aggregation
approaches, which we will discuss in Section 4. The last two findings
influenced our overall methodology, as we will discuss in Section 6.

(1) The aggregate score should not be higher than root


https://securityscorecards.dev

SCORED ’25, October 13-17, 2025, Taipei, Taiwan

(2) For most checks, it would be good to know the “Worst Case”
in the dependency tree (i.e., minimum score)

(3) Practitioners wanted to know if there are any Binary-Artifacts
in the package’s dependency tree

(4) Code Review scores of packages at lower levels of the
dependency tree are less important than scores closer to
the root.

(5) Practitioners were more concerned about lower scores, and
not concerned about higher scores

(6) Practitioners considered it difficult to judge how the aggre-
gate value would relate to risk for low-risk checks

4 Aggregation Methods

Based on the existing aggregation approach for the Vulnerabili-
ties check, our preliminary interviews, and the implementation
of each check, we developed aggregation methods for 13 checks
that are currently unaggregated. The aggregation approaches are
summarized below.

Binary Artifacts Subtracting 1 from the score for each Bi-
nary Artifact in the entire dependency tree.

Branch Protection Taking the minimum value (i.e. “worst
case”) for the entire dependency tree.

Code Review Taking the minimum value of the root node
and its direct dependencies

Dangerous Workflow Subtracting the number of dependen-
cies with Dangerous Workflows from the root score.

Dependency Update Tool Taking the minimum value for
the entire dependency tree.

Fuzzing Subtracting the number of dependencies that do not
use fuzzing from the root score.

Maintained Taking the minimum value for the entire depen-
dency tree

Packaging Taking the minimum value for the entire depen-
dency tree

Pinned Dependencies Taking the average score for the en-
tire dependency tree or the original score, whichever is
lower

SAST Taking the minimum value of the root node and its
direct dependencies

Security Policy Taking the minimum value for the entire
dependency tree.

Signed Releases Taking the minimum value for the entire
dependency tree.

Token Permissions Taking the minimum value for the en-
tire dependency tree.

If any calculation resulted in a score greater than 10 or less than
0, the score was standardized to 10 or 0, respectively. Additionally,
if a dependency of one of the packages had an invalid score, we
removed the invalid score and calculated the aggregate value based
on the root score and the remaining dependencies with valid scores.

For example, consider the Code Review aggregation described
above, which is the minimum of the root node and its direct de-
pendencies. If we look at the example dependency tree in Figure 1,
we see that the root package and its direct dependencies have the
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Code Review scores [3, 10, 6, 8, 8]. The minimum of these values is 3.
If, in this same example, the github.com/go-logr/logr package
had an invalid score, we would then drop the package from our
calculation and calculate the minimum of [3, 6, 8, 8]. In this example,
the result of aggregation would not change since the minimum of
the set is still 3. However, as we acknowledge in Section 10, there
may be cases where our decision to simply drop the invalid scores
would potentially alter the result.

5 Data Collection Overview

The two primary components of our dataset are the Go packages,
which we describe in Section 5.1, and the Scorecard data, which we
discuss in Section 5.2. We also collected vulnerabilities that have
been found in Go packages, which we describe in Section 5.3.

A key distinction in this dataset is between dependents and
dependencies. A package’s dependent is software that depends on
the package. A package’s dependency is the software the package
depends on.

5.1 Go Packages

To extract a list of Go packages and their dependency trees, we
leveraged the dataset provided by Open Source Insights [18], which
was previously used by Hu et al. [20]. The dependency data in Open
Source Insights uses best practices for dependency tree resolution,
such as focusing on production dependencies [34]. Table 2 shows
an overview of the package selection process.

Table 2: Go Dataset Selection Criteria

Total Number of Packages 768,115
Number of Packages where we can find a URL to a GitHub repo 742,027
Number of packages with at least one dependent from a different organization 57,613
Packages which have dependency tree data 44,237
Packages which have a GitHub repo for the entire dependency tree 34,617
Package Count after removing Redundant Packages 30,730
Packages with Valid Repository for Entire Dependency Tree 30,717

Packages for which there were no missing or invalid scores for individual checks 27,951

At the time of our data collection in June-July 2024, the Open
Source Insights dataset listed 768,115 Go packages. Since we map
each package to a Scorecard score via GitHub source code repos-
itories, we then identify the GitHub repositories of the packages
using metadata in the Open Source Insights dataset, the package
names!, and the Go package index. We exclude all packages for
which we could not locate a GitHub repository. Additionally, as dis-
cussed in Section 2, we focus on GitHub repositories since only two
checks, Binary Artifacts and Branch Protection, are fully supported
when using OpenSSF Scorecard with Gitlab[30]. This resulted in
the removal of 26,088 packages, with 742,027 packages remaining.
Since we are interested in packages that practitioners may decide
to use, we narrowed our dataset to packages that had dependents
that were not from the same organization. This further reduced the
number of packages examined to 57,613.

We then removed 22,996 packages that did not have sufficient
dependency data. The majority (12,315), are leaf nodes that do
not have dependencies. An additional 1,070 packages did not have

!Go package names are based on the source code URL, such as
‘github.com/luzifer/rconfig ’
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dependency tree information. For 9,611 packages, we were unable
to map a GitHub repository for all dependencies. Consequently, we
identified 34,617 packages for which we could identify a GitHub
respository for the entire dependency tree as seen in Table 2
Next, we identified packages where the information between the
packages was likely to be redundant, using the following criteria:

e For some go packages, major versions are labeled with a new
package name, for example, ‘github.com/luzifer/rconfig/v1’ and
‘github.com/luzifer/rconfig/v2’. These packages were consoli-
dated to the latest version.

o If the package name of one package contained the other, such as
‘github.com/olive-io/bpmn’ and ‘github.com/olive-io/bpmn/sche-
ma’, we selected the parent package.

o If a GitHub repository was associated in the metadata with two
names, one under a GitHub URL and the other a different URL,
(for example, ‘github.com/gigawattio/testlib’ and ‘gigawatt.io/
testlib’), we selected the non-GitHub URL as the primary package
name.

After consolidating redundant packages, 30,730 packages remained
as shown in Table 2.

There were 5 packages for which we were unable to get any
OpenSSF Scorecard information since the original GitHub reposi-
tory was unavailable. Removing the unavailable packages and the
packages that depended on them reduced the dataset to 30,717
packages. As we will discuss in Section 5.2.2, we used the 30,717
packages to identify which checks we had sufficient data for.

After our analysis of Scorecard data, which we will discuss in
detail in Section 5.2, an additional 2,766 packages were removed due
to having invalid values for at least one of the six key checks. The
final dataset contained 27,951 package, as shown in Table 2.

5.2 OpenSSF Scorecard Data

We collected OpenSSF Scorecard Scores based on the repository
associated with each package. There were cases where multiple
packages were associated with the same repository. Consequently,
we analyzed Scorecard data for 30,545 repositories associated with
the initial 30,717 packages.

5.2.1 Source. To extract Scorecard scores, we first rely on the
Google BigQuery dataset provided by OpenSSF Scorecard [32].
However, OpenSSF Scorecard only runs the checks on popular
packages, and packages that have been specifically requested to
be included. Of the 30,717 root-level packages that met our non-
Scorecard criteria, only 12,468 had Scorecard data in the original
Biquery dataset. We ran Scorecard locally for any packages not
included in the BigQuery dataset, using the same configuration as
is used to populate the BigQuery dataset.

5.2.2  Checks Removed from the Analysis. Since the OpenSSF Score-
card’s Vulnerability check is already aggregated, we only used it in
our initial interviews and did not include it in any further analysis.
Additional checks were removed due to how the checks are imple-
mented, and the resulting lack of statistical data. Excluding checks
in these cases does not mean the of the concept the check is trying
to capture is invalid. The first of these checks is the Dependency
Update Tool metric. The high computational resources required by
the Dependency Update Tool check necessitated its removal from
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the bi-weekly updates to the BigQuery dataset used in this study?.
The Dependency Update Tool check was therefore not included in
our analysis.

Six additional checks were excluded due to invalid or missing
data. As discussed in Section 2.1, the Scorecard tool marks the
output for one or more checks as invalid, without providing a
score. These scores we consider invalid. Additionally, in the Google
BigQuery dataset, some packages did not have scores for all of the
checks. In this case, we consider the score missing. Table 3 shows
the number and percentage of repositories that had missing or
invalid results out of the 30,545 repositories associated with our
initial packages. Following the methodology of Zahan et al. [43],
we focus our data analysis on checks for which less than 10% of
the data is either missing or invalid. This removed the Dangerous
Workflow, Packaging, Pinned Dependencies, SAST, Signed Releases,
and Token Permissions checks. These checks were excluded based
on the need to perform statistical analysis and the limitations of
the OpenSSF Scorecard tool. The excluded check with the lowest
percentage of missing or invalid scores, the SAST check (13%), had
additionally been highlighted by our interviewees as potentially
problematic since the current OpenSSF Scorecard rules are only
able to identify usage for a small subset of available SAST tools. Six
(6) checks remained for analysis: Binary Artifacts, Branch Protection,
Code Review, Fuzzing, Maintained, and Security Policy.

Table 3: OpenSSF Checks Data Summary

Red text indicates why a check was excluded

Name Missing or Invalid
Binary Artifacts 0 (0%)

Branch Protection 2,656 (8.7%)
Code Review 71 (< 0.1%)
Dangerous Workflow 22,257 (72.8%)
Fuzzing 9 (< 0.1%)
Maintained 1(< 0.1%)
Packaging 29,881 (97.8%)
Pinned Dependencies 16,598 (54.3%)
SAST 3,963 (13.0%)
Security Policy 0 (0%)

Signed Releases 27,317 (89.4%)
Token Permissions 18,408 (60.3%)

5.3 Vulnerability Data

In RQ2, we examine whether the aggregation approaches alter the
relationship between the scores and vulnerability count. Vulner-
ability count is a common metric for security [22, 45], and is a
consideration for practitioners when determining which packages
to use [35]. We collect vulnerability data from the Open Source
Vulnerabilities database (OSV) [33]. OSV is readily available and
covers a greater number of vulnerabilities than GitHub Security
Advisories. We consider each unique ID in the OSV data to be a
unique vulnerability. To determine the number of vulnerabilities
in a package, we count each vulnerability in the current version of
the package itself and each vulnerability in its dependencies. For
dependencies, we map vulnerabilities based on the version from

2The configuration used to create the dataset was confirmed by the OpenSSF team.
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the dependency trees extracted as described in Section 5.1. Addi-
tionally, to help improve our statistical analysis, we standardized
the number of vulnerabilities and dealt with outliers using the same
approach as the OpenSSF Scorecard Vulnerabilities metric [32], cap-
ping the number of vulnerabilities at 10. Capping the number of
vulnerabilities only affected vulnerability counts for 3 packages.

6 Methodology

Our methodology is broken into two parts. In Section 6.1, we discuss
the large-scale data analysis, covering RQ1 and RQ2. In Section 6.2,
we discuss the methodology of our survey for RQ3. Our specific
research questions are as follows.

o RQ1: Difference: What is the difference between the root package
score and the aggregate score?

e RQ2: Vulnerabilities: How does the aggregate score change the
relationship between security metrics and vulnerabilities?

o RQ3: Practitioners: What approaches do practitioners recommend
for aggregating measures across a component’s dependency tree?

6.1 Data Analysis

In this section, we describe the statistics used to answer RQ1 Dif-
ference, and RQ2 Vulnerabilities. The statistics are applied to the
dataset described in Section 5.

6.1.1 RQI: Difference. To assess the result of our aggregation ap-
proaches, we assess whether the difference in the original and
aggregated scores is statistically significant by applying the Mann-
Whitney U test for each check [8, 25]. We use the Bonferroni correc-
tion to mitigate the multiple comparisons problem [10, 16]. How-
ever, changing scores should, by definition, change the scores. More
important is the question of whether those changes substantially
affect the overall population. Consequently, we calculated Cohen’s
d (effect size) to understand the difference in the means between
the original scores and the aggregate scores relative to the scores’
standard deviation [4].

6.1.2  RQ2: Vulnerabilities. For RQ2, we looked at the relationship
between the Scorecard scores, our Aggregated Scorecard Scores,
and the number of vulnerabilities in a package. We include any
vulnerability in the current version of the package itself or in any
of its dependencies, as described in Section 5.3. We use the number
of vulnerabilities as the dependent variable in linear regression
to determine the relationship between vulnerabilities, the checks,
and the aggregation methods. In this analysis, we standardized the
number of vulnerabilities and dealt with outliers using the same
approach as the OpenSSF Scorecard Vulnerabilities metric [32],
capping the number of vulnerabilities at 10. We modeled the inde-
pendent variables as individual checks, using interaction [11] to
analyze the difference between the original values and the aggre-
gate scores. Due to the size of our dataset, we selected p < 0.01 as
our threshold for statistical significance.
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6.2 Survey

In this section, we describe the methodology for our survey to
address RQ3 Practitioners: What approaches do practitioners rec-
ommend for aggregating measures across a component’s dependency
tree?.

6.2.1  Survey Design. We constructed the survey such that for each
metric, survey participants were asked whether they would prefer
(a) the original score; (b) the aggregate score; or (c) another ap-
proach. If participants selected the third option, they were asked to
fill in a free-response description of what approach they preferred.
For each check, we also asked participants why they preferred the
approach they selected as a free-response (open) question. At the
end of the survey, we asked participants a series of background
questions to understand their experience with open source soft-
ware, software development, and security. An example survey can
be found in our dataset [3].

We based our survey on five example packages. Our selection of
example packages was based on (1) the package’s popularity (i.e. the
number of dependents); (2) whether the package had a dependency
tree to analyze; (3) the package was not associated with a well-
known organization like Microsoft or RedHat to avoid introducing
potential bias due familiarity and potential trust of the organization.
We also ensured that at least one of the examples was a dependency
of the projects developed by our interview participants, to facilitate
their potential participation in the survey.

6.2.2 Deployment. The survey was built and deployed using the
Qualtrics tool [36], leveraging the built-in survey logic to present
different dependencies to different respondents. The survey was
developed in two iterations. An initial pilot survey was distributed
within the research team. We then refined and clarified questions
before deploying the survey. In the final deployment of the survey,
the survey was open for 12 days from July 9-21, 2024.

6.2.3  Recruiting. To recruit participants, we identified dependents
of the example packages. Additionally, the website for one of the
packages included a list of other open-source projects that used the
package. We excluded dependent packages that had one or more of
the following concerns:
o the dependent package had been archived
o the dependent package was a fork of another package, since they
may not have made the decision to include the example
o the dependent package name included the dependency to be
reviewed, since there may have been no alternative
Using Google search engine, we searched for the organization or
owner of the dependent’s repository and the name of the dependent
package to try to find contact information for maintainers of the
repository. We used the contact information to try to recruit survey
participants. We also contacted interview participants who were
familiar with Go to request their participation in the survey. To fur-
ther incentivize participation and thank participants, participants
were entered into a drawing for a $20 Amazon gift card.

7 Results

In Section 7.1, we discuss the results of our data analysis for RQ1
Difference and RQ2 Vulnerabilities. In Section 7.2, we discuss the
survey results for RQ3 Practitioners.
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7.1 RQ1 & RQ2 - Data Analysis

In this section, we describe the results of our data analysis. In Sec-
tion 7.1.1 we look at the difference our aggregation approaches
make, addressing RQ1 Difference. Section 7.1.2 examines aggrega-
tion and vulnerability count in RQ2 Vulnerabilities.

7.1.1  Difference between Original and Aggregate Scores. One of the
questions that we statistically evaluated is how our aggregation
approaches make a difference in the scores. Specifically, RQ1: Dif-
ference: What is the difference between the root package score and the
aggregate score? The results of this question are shown in Table 4.

First, we look at the number of packages where the score differs,
which is the second column of Table 4. Since the score can never be
higher than the root score, any differences in score between the orig-
inal and aggregate scores will be decreases in score. Next, we look at
whether the difference between the original and aggregate scores is
statistically significant at p < 0.01 using the Mann-Whitney U-test
with Bonferroni correction; the results are shown in column 3 of
Table 4. We then leverage Cohen’s d, a statistic commonly used for
effect size, to understand the difference in average scores between
the original and aggregate scores. We include the Cohen’s d value
in the fourth column of Table 4 alongside the interpretation of the
Cohen’s d statistic [4] in the fifth column.

Table 4: Effect of Adjusted Scores

Pkg. w/ Cohen’s d
Interpreta-
Score p-value |(95% confidence .
. tion
Decr. interval)
Binary Artifacts 999 <2.2e719* | —0.14+0.02 Negligible
Branch Protection 2885 | < 2.2e710* | —0.41 +0.02 Small
Code Review 4775 | <2.2e716* | —0.32+0.02  Small
Fuzzing 201 0.06 —0.04 £0.02 Negligible
Maintained 2688 | <2.2¢716* | —0.36+0.02  Small
Security Policy 1106 | < 2.2e716* | —0.27 +0.02 Small

*Statistically significant at p < 0.01 with Bonferroni correction

The difference between the original and aggregate values was
statistically significant for all checks except the Fuzzing check. This
may be due to the relative scarcity of packages using Fuzzing tools
that are picked up by this check. Only 306 of the Go repositories
used the fuzzing tools identified by OpenSSF Scorecard. The effect
size of the difference between original and aggregate values was
negligible for the Binary Artifacts and Security Policy checks but
higher for Branch Protection, Code Review, and Maintained.

7.1.2  Relationship with Vulnerabilities. Table 5 shows the logistic
regression analysis for RQ2 Vulnerabilities: How does the aggregate
score change the relationship between security metrics and vulner-
abilities?. The first six rows show the relationship between each
check and vulnerability count. Row 7 shows the cumulative effect of
aggregating the scores, addressing the question “Does aggregation
alter the relationship between vulnerabilities and checks?” without
discriminating between the different checks. Rows 8 through 13
show the extent to which aggregating the score alters each check’s
relationship with vulnerability count.
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Table 5: Regression of Checks and Adjusted Values against
Active Vulnerability Count

Coefficient | Std. Error p-value
Binary Artifacts < 0.001 0.001 0.661
Branch Protection -0.003 0.044 < 0.001*
Code Review 0.003 < 0.001 < 0.001*
Fuzzing 0.013 0.001 < 0.001*
Maintained 0.004 < 0.001 < 0.001%
Security Policy 0.003 < 0.001 < 0.001*
Aggregate checks 0.007 0.016 0.665
Binary Artifacts: aggregate —0.004 0.001 0.805
Branch Protection: aggregate —0.001 0.003 0.877
Code Review: aggregate 0.003 0.001 < 0.001*
Fuzzing: aggregate —0.001 0.002 0.735
Maintained: aggregate 0.003 0.002 0.122
Security Policy: aggregate —0.006 0.003 0.026

*Statistically significant at p < 0.01

As can be seen in Table 5, the Binary Artifacts check does not
have a statistically significant relationship with vulnerability count,
and aggregating the check does not alter the relationship in a sta-
tistically significant way. The Fuzzing, Maintained, Security Policy,
and Code Review checks all have statistically significant, positive
relationships with vulnerability count (higher check scores are
related to higher vulnerability counts) as seen by the coefficient
and p-values for each. The positive relationship, which has been
observed in other work [42, 43], may seem counterintuitive if we
consider vulnerability count as an indicator of risk. However, this
positive relationship may be explained by the nature of the checks
themselves. If someone is using a fuzzer, has a security policy for
how to report vulnerabilities, uses code review, and generally keeps
their package maintained and up-to-date, we would expect them to
find vulnerabilities. If a maintainer is not following these practices,
they are less likely to find vulnerabilities.

Only Branch Protection has a statistically significant, negative
relationship with vulnerability count (i.e., lower Branch Protection
is related to more vulnerabilities). If our previous assumptions are
correct, this difference may be partly explained by the fact that
Branch Protection is less directly linked to finding vulnerabilities.

Our aggregation methods only resulted in a statistically signif-
icant change to the relationship with vulnerability count for the
Code Review check. In this case, our aggregation method is related
to a further increase in the relationship between the Code Review
score and vulnerability count.

7.2 RQ3 - Practitioner Survey

Section 7.2.1 provides details of the recruiting process and demo-
graphics of the participants. The primary results of our survey are
described in Section 7.2.2. In Section 7.2.3 we discuss the reasons
practitioners gave for why they selected a particular choice. An
overview of the results of the survey is shown in Table 6

7.2.1  Survey Deployment and Recruiting. Following the recruiting
methodology outlined in Section 6.2.3, we reviewed over 900 pack-
ages and contacted one or more maintainers at 22 organizations.
Eight (8) individuals filled out the survey. Due to an error in the
survey logic, one participant could not fill out the demographic in-
formation and did not reply to our follow-up request. For the other
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7 participants, the average experience was 22.6 years. The average
security expertise on a scale from 0 to 4 was 3. All participants had
experience using and maintaining open-source software.

7.2.2  Survey Results. Table 6 shows the survey results. The first
column of Table 6 lists the name of the metric. The second column
shows the total number of respondents who were presented with the
check. To respect participants’ time, each respondent was presented
with a randomly selected subset of the checks. Consequently, the to-
tal respondents varies between checks. The third column shows the
number of respondents who indicated they preferred the original
score. The fourth column shows how many respondents prefer our
aggregate score. The final column shows how many participants in-
dicated they would prefer some “other” score. Where practitioners
preferred some “other” score, we summarize the scoring approach
they indicated they would prefer.

As can be seen in Table 6, more practitioners preferred the origi-
nal score for the Code Review, Maintained, and Security Policy checks.
More practitioners preferred an aggregate approach, although not
necessarily ours, for the Binary Artifacts, Branch Protection, and
Fuzzing checks. In many cases, the number of respondents who
preferred the original and aggregate approach was very close, and
there was never unanimous agreement.

7.2.3  Respondent Rationale. For each check, we asked practition-
ers why they had made the previous selection. The reasons why
practitioners preferred aggregate scores for the Binary Artifacts,
Branch Protection, and Fuzzing checks were mixed, with no clear
themes echoed by multiple participants. Participants had more con-
sistent responses for checks where the majority of participants
preferred the original score. For both Code Review and Security
Policy, respondents who indicated they preferred the original score
used statements such as “I usually just want to know the score of
the top-level package”, suggesting that no aggregation approach
may be appropriate for these checks. However, for the Security
Policy and Maintained checks, the measure implementation may
have affected responses. For Security Policy, two participants indi-
cated that the low adoption rate of SECURITY.md files and security
policies influenced their response. For the Maintained check, two
individuals who did not select the Aggregate score raised concerns
that smaller packages may not have recent activity that would be
detectable with a static analysis tool such as Scorecard.

One common theme across checks and preferences was the need
to emphasize the root score over the dependencies. At least three
participants indicated that the aggregate values did not place suf-
ficient emphasis on the score for the root node. Additionally, one
respondent indicated that they appreciated how the aggregation
approach for Fuzzing provided “info about the dependencies’ be-
haviors” while “focusing on the root”. Similarly, at least three in-
dividuals indicated it would be nice to have both the original and
aggregate scores for one or more of the Binary Artifacts, Code Re-
view, Fuzzing, and Security Policy checks.

8 Discussion

In our statistical analysis, similar to Zahan et al [43], we found that
checks reflecting practices associated with vulnerability detection,
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such as Fuzzing, had a positive relationship with the number of vul-
nerabilities in software. If we assume that higher values mean lower
risk and that vulnerability count is a measure of risk, then these
findings are counterintuitive. However, organizations with ro-
bust practices around detecting and reporting vulnerabilities
are more likely to find vulnerabilities in their system.

Although our survey results were mixed, for all checks at least
one respondent preferred the aggregated metrics, and in three
cases (Binary Artifacts, Branch Protection, and Fuzzing), more
practitioners preferred an aggregated score over the original,
root package score.

While some checks should be aggregated, aggregating the Code
Review check may not be worth any additional computation
that aggregation could incur. The aggregate value only increases the
relationship with vulnerability count, which does not necessarily
add value. Even the more limited aggregation approach we selected,
which ignored indirect dependencies, was rejected by six of the
seven survey respondents who were presented with this check.

9 Related Work

Third-Party Component Selection. Academic research [1, 2, 7, 21,
24,26, 27,39, 41] has used surveys and interviews with practitioners
to identify the attributes and measures used to select open-source,
third-party components. Their findings include metrics which are
similar to the industry-developed measures of OpenSSF Scorecard,
such as concerns around the active maintenance of a library identi-
fied by Vargas et al [21], which is reflected in the Maintained metric
of OpenSSF Scorecard. We expand on prior work by further exam-
ining how to aggregate measures from packages in the dependency
tree of a component.

OpenSSF Scorecard Scores. The academic research on OpenSSF
Scorecard to date includes studies by Zahan et al. [42, 43]. In one
work [43], they examine whether OpenSSF Scorecard checks can
predict vulnerabilities in the PyPi (Python) and npm (JavaScript)
ecosystems. They found that the Branch Protection, Code Review,
Maintained, Pinned Dependencies, and Security Policy checks were
good predictors. In another work, Zahan et al. [42] examine the
distribution of Scorecard scores, the efficacy of the Scorecard tool,
and the adoption of the practices captured by the Scorecard met-
rics in the npm and PyPi ecosystems. Similar to our work in the
Go ecosystem, they found that the Packaging and Signed Releases
checks had a high number of invalid scores. Our work focuses on a
different ecosystem and examines how scores can be aggregated.

The Relationship Between Package Depth and Security Prior
research examining security risk in a package’s dependency tree
primarily focuses on vulnerabilities. For example, Latendresse et
al. [22] analyze dependency trees in the npm ecosystem, examining
attributes such as how many dependencies are production depen-
dencies®, and which dependencies (production or non-production,
direct or transitive) have more “npm-audit” security alerts, i.e. vul-
nerabilities. The authors found that most dependencies (52,403 out
of 53,405) were only for non-production builds; and that most ( 308
out of 313) of the high- and critical-severity security alerts occurred

3For example, dependencies that are only used for testing as part of development and
not included in a production build would NOT be considered production dependencies.
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Table 6: Survey Results

Dark Grey text indicates an aggregate score was more preferred.

text indicates the original score was more preferred

Preference
Metric Total | Original Aggregate Other Explanation(s) for Other
Binary Artifacts 7 2 4 1 Neither (Check Irrelevant)
Branch Protection 5 1 3 1 Check Irrelevant
Fuzzing 5 2 2 1 Min. of Entire Tree

in non-production dependencies. Our research expands on existing
work by examining other measures of risk, beyond vulnerabilities.

Security Risks in the Go Ecosystem. Prior research has ana-
lyzed security-related defects in Go. Dunlap et al. [9] examined
ways to use large-language models (LLMs) to identify fixes associ-
ated with vulnerabilities, through analysis of source code. Wang et
al. [38] developed a static analysis tool for finding vulnerabilities in
Go code. The authors summarize how CWEs may apply in Go, but
consider the CWE list “not fully applicable to Golang” and develop
their own system. Compared with Dunlap et al. [9], Wang et al. [38],
and Hu et al [20] our work looks into additional security metrics,
beyond vulnerabilities, that can be used to understand the strengths
and weaknesses of the software development process.

10 Threats to Validity

We discuss the Threats to Validity of our approach in this Section.
We group these threats based on Conclusion Validity, External
Validity, Internal Validity, and Construct Validity [5, 13, 40].

Conclusion Validity. Conclusion Validity is about whether
conclusions are based on statistical evidence [5, 40]. For our data
analysis, we have sufficient information to draw statistically sig-
nificant conclusions. However, for our survey, we did not have
sufficient participation to perform statistical analyses. Statistically,
this threat cannot be mitigated. Our conclusions are therefore ten-
tative. However, for both the interviews and survey, we reached
out to practitioners with experience in security and software devel-
opment. As part of the survey recruitment process, we examined
over 900 packages searching for participants from different projects.
Expanding the survey to additional ecosystems in future work may
help with broadening participation.

Our survey included an open, free-response question for the
reasons why participants selected the original, aggregate, or other
score. Our analysis of these results is informal coding by a single
author, which limits our ability to draw strong conclusions from the
results. However, the answers provided by survey participants pro-
vide us a starting point for considering future work to understand
why our survey produced the results described in Section 7.2.2.

Construct Validity. Construct Validity concerns the extent to
which the treatments and outcome measures used in the study
reflect the higher-level constructs we wish to examine [5, 37, 40].
The OpenSSF Scorecard checks may not fully capture the concepts
that they claim to represent. However, the tools are supported by
several companies and industry organizations, and we are not aware
of a more widely accepted alternative.

Additionally, our analysis depends on the accuracy of our de-
pendency trees. Resolving a package’s dependency tree is a non-
trivial problem. We leverage the Open Source Insights dataset[18]
dependency tree data, since the dependency trees in the Open
Source Insights database only include production dependencies,
as recommended by Paschenko et al. [34]. The maintainers of the
Open Source Insights database claim to have tested their algorithms
against “native” dependency tree graph resolution implementation
for each language, and “given identical inputs, the results agree
closely: 99% or higher, often much higher” [19].

Our current study focuses on vulnerability count as a security
dependent measure. Other measures, such as exploitability [12] or
time-to-fix [23], may provide additional information key to under-
standing the relationship between the OpenSSF Scorecard checks
and software security. However, the examined dataset did not in-
clude the exploitability of each vulnerability in the context of each
system or provide fix information. This limits our approach. Extrac-
tion and inclusion of these measures would be a valuable area of
future work.

Internal Validity. Internal Validity concerns whether the ob-
served outcomes are due to the treatment applied, or other fac-
tors [5, 13]. Our initial participants in the interviews were based
on convenience sampling, which is known to produce bias [17].
However, these interviews were only used to provide initial in-
sights, and were not part of the main methodology. As seen in our
methodology and results for RQ3 (Sections 6.2 and 7.2) as well as
many other academic studies, identifying industry practitioners
willing to participate in research is time-consuming. To efficiently
identify participants through other means would have required us
to lower our expectations for the experience of interview partici-
pants. To help mitigate this threat, for the survey, we follow a more
systematic approach, identify developers from relevant packages,
and contact participants based on their public, online profiles.

Our decision to exclude low-risk checks based on preliminary
feedback may have also biased our results. To help minimize the
potential threat to validity, we analyzed the data for the low-risk
checks and determined that all of the checks labeled ‘low-risk’ in the
OpenSSF Scorecard had insufficient data and would therefore have
been removed from our analysis for other reasons. Additionally,
as noted in Section 3, the interviewees expressed concern over
comparing low-risk checks against other security measures.

External Validity. External Validity concerns the generalizabil-
ity of our results [5, 13, 40]. As discussed in Section 5, we excluded
packages from the analysis where the main package, i.e., the root
of the dependency tree, was missing one or more of the Scorecard
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scores we were analyzing. Since we do not know, precisely, why
each score is missing, we do not know if these packages could
introduce potential bias or other factors into our work. However,
excluding the packages increases the risk that our results are not
generally applicable. For aggregation purposes, if a package had
all available scores, but its dependencies do not, we exclude the
dependencies from our aggregation as discussed in Section 4. Anal-
ysis of why the checks failed and altering our approach based on
the analysis is an area of future work that could further improve
our mitigation of potential bias and improve our confidence in the
generalizability of our findings.

More broadly, our results may not generalize to other ecosystems.
However, the Go language is used in important applications for
companies such as American Express and Capital One [14]. Go has
many characteristics similar to those of more popular languages,
including type-safety and memory-safety.

Notably, participants in our preliminary interviews indicated
that the Signed Releases and Packaging checks were less applicable
for Go since packages are distributed via source code. As we see
in Section 5.2.2, these two checks were excluded from later anal-
ysis due to a lack of data. These two aggregation approaches are
particularly likely to require additional future work on other areas.

Finally, as discussed in Section 5.2.2, several checks were ex-
cluded due to lack of data as a result of the implementation of
the checks in OpenSSF Scorecard and the construction of the Big-
Query dataset, including the Signed Releases and Packaging checks
mentioned in the previous paragraph. We exclude them from our
analysis and from our discussion and conclusions to eliminate the
threat to conclusion validity. However, we introduce a threat to
external validity since we are limited in our ability to determine
whether our findings generalize to checks that were excluded. As
noted in the previous paragraph, at least two of the checks (Signed
Releases and Packaging) may be difficult to examine at all within
the Go ecosystem, making them difficult to examine within our
scope. As discussed in Section 5.2.2, a third check, the SAST check,
may have posed additional problems due to its current implementa-
tion. Further research examining the tool in other ecosystems and
analyzing and evaluating improvements to the tool implementation
would mitigate this threat to validity, but was outside our scope.

11 Ethical Considerations

The preliminary interviews and survey were performed following
NCSU IRB Protocol 26676. This protocol was exempt from full
board review since we are not collecting or reporting sensitive
information. We obtained informed consent from all participants,
structured our interview and survey to minimize the amount of
personal information we collected, and anonymized all responses.
We are not identifying new security weaknesses or vulnerabilities,
and therefore do not have a vulnerability disclosure process.

12 Conclusion

Using a combination of data analysis and feedback from practi-
tioners via interviews and surveys, we have determined that some
metrics, such as the Branch Protection metric, may be more helpful
to practitioners if information from throughout the dependency
tree is provided. Others, such as the Code Review metric, may be
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sufficient if only the root package is evaluated. Future work may
expand the study to examine how the Scorecard metrics relate to
other measures of security, such as exploitability or time-to-fix.
Similarly, further research is needed to fully understand how the
information should be presented, such as whether presenting both
initial and aggregate information provides too much information.
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A Go Package Collection Validation

An overview of the package selection process is shown in Table 2.
In this section, we discuss additional processes used to validate our
selection criteria.

As discussed previously in Section 5.1, we begin with the Open
Source Insights dataset, which lists 768,115 Go packages from the
Open Source Insights database. We then map those packages to
GitHub repositories using data stored in the Open Source Insights
dataset, and remove all packages for which we could not locate
a GitHub repo. This resulted in the removal of 26,088 packages,
with 742,027 packages remaining. To focus on packages that were
being used as third-party components, we narrowed our selection to
packages that were dependents of other packages that were from a
different organization. This further reduced the number of packages
examined to 57,613. We then removed 13,385 packages for which
we do not have dependency data. The resulting dataset contains
44,237 root nodes of dependency trees of third-party libraries.

We then validated the selection process due to the large num-
ber of packages removed. One researcher randomly selected 100
packages that did not have any dependents and 50 packages that
only had dependents from the same organization, while a second
researcher randomly selected 200 packages across both categories.
The researchers found one package that appeared to be a library in
use by practitioners; the remainder were not?.

While we were able to map the package name of the root node for
each of these 44,237 packages to a GitHub repository, we also need
to be able to map each of their dependencies to a GitHub repository
to map to OpenSSF Scorecard scores. We identified 34,617 packages
for which we had a GitHub repository name for the entire depen-
dency tree, and continued with the selection process as discussed
in Section 5.1.

“4For example, one of the libraries examined was a “toy” library designed to make fun
of Kubernetes
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